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Abstract 
Bayesian networks are an extremely general prob-
abilistic modeling framework, and are increasingly 
being applied to complex real-world problems. In 
this paper, we describe the use of a Bayesian net-
work system for large vocabulary isolated word 
recognition. We briefly review the algorithms and 
network structures used, and present results show-
ing that significant improvements in word error 
rate result from modeling acoustic and articu-
latory context with a multivalued context vari-
able. The network parameters are highly corre-
lated with simply defined acoustic characteristics, 
and utterance clustering results in a partitioning 
according to both speaker gender and the presence 
of liquid consonants. 

1 Introduction 
The p r ~ b l e m  of automatic speech recognition has 
been extensively studied over the past several 
decades, culminating in recent years with the ap-
pearance of commercial products for dictation, 
data-entry, and automated help. Surprisingly, 
however, the basic machinery of speech recogni-
tion has not changed much during this period. 

Most current speech recognition systems are 
based on probabilistic modeling with hidden 
Markov models (HMMs). In this paradigm, speech 
generation is modeled as a stochastic process, and 
an HMM is defined in terms of two basic con-
cepts: phonetic states and acoustic emissions. The 
atomic sounds of a language are categorized into 
a finite set of up to several thousand linguistic 
units or phones, and a probability distribution 
over sounds is associated with each state. To 
generate an utterance, a speaker is assumed to 
translate from the sequence of words he wants to 
say to a sequence of phones (this mapping is of-
ten deterministic), and then to proceed from state 
to state emitting sounds according to the asso-
ciated output distributions. More specifically, at 

each instant in time, the speaker makes a stochas-
tic decision whether to stay in the state he is in 
or to proceed to another state, and then makes 
a second stochastic decision about what sound 
to emit. Denoting the observation sequence as-
sociated with an utterance by o, and the state 
sequence by q, the probability of an utterance 
is given by P(q1)P(o1iq!) f1~2 P(qtlqt-dP(otiqt)· 
Although the meaning assigned to states varies 
from system to system, as does the exact method 
for representing P(otiqt), the set of concepts and 
the basic factorization is identical in most com-
mercial systems. 

The reason that one might want to explore prob-
abilistic models with a richer vocabulary is that 
speech is in fact generated by a process that in-
volves significantly more that a finite set of pho-
netic states. In particular, it is generated by an 
articulatory process in which the lips, tongue, jaw, 
and other speech articulators move in a coordi-
nated (but not entirely predictable) way to gener-
ate sound. 

Bayesian networks [9] are a powerful modeling 
framework that facilitates the expression and com-
putational testing of detailed probabilistic mod-
els. Whereas an HMM associates exactly two vari-
ables (one for the state and one for the observa-
tion) with each time frame, a Bayesian network 
allows arbitrary sets of variables to be associated 
with each frame. Additionally, arbitrary factor-
ization& of the joint probability distribution can 
be specified. Bayesian network algorithms exist 
with the same functionality as HMM algorithms, 
but are general enough to handle larger sets of 
variables with relaxed constraints on the factor-
ization. These qualities are desirable in building 
more detailed probabilistic models in which not 
every variable (e.g. the tongue) depends on every 
other (e.g. glottal state). 

We have implemented a system for isolated 
word recognition with Bayesian networks, and in 
previous work [14], we reported results for the 
PhoneBook database [11] showing relative im-
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provements in the word error rate of between 12 
and 29% with a binary auxiliary variable repre-
senting acoustic/articulatory context. This paper 
reviews Bayesian network algorithms and struc-
tures for speech recognition, and presents new re-
sults showing that the use of multi valued and mul-
tiple context variables results in a further improve-
ment. Additionally, we present results in which 
the network is structured for unsupervised utter-
ance clustering. 

2 Bayesian Networks 

2.1 Definition 
A Bayesian network expresses a joint probability 
distribution over a set of random variables and 
consists of: 

1. A set of random variables X1, . . . Xn. 

2. A directed acyclic graph in which each vari-
able appears once. The immediate predeces-
sors of a variable X;, are referred to as its 
parents, with values Parents(X,). The joint 
probability distribution is factored as: 

P(X1 = :z:1, . . . ,Xn = :z:n) = 
n IT P(X.; = :c.:IParents(X.:)). 

i =l 

3. A representation of the required conditional 
probabilities. When the variables are dis-
crete, a tabular representation is convenient. 
For real-valued acoustic observations, Gaus-
sian mixtures can be used. 

Temporal processes are modeled with a variant 
referred to as dynamic Bayesian networks (DBNs) 
[1] . In a DBN, a set of variables is associated with 
each frame, and the complete set of variables con-
sists of the union of all these subsets. The graph 
structure is repeating, and the conditional proba-
bilities associated with analogous variables in dif-
ferent frames are tied. 

2.2 Algorithms 
Bayesian networks are useful in ASR because there 
are algorithms for performing the same tasks that 
can be solved for HMMs, while at the same time 
working with more general models of probabil-
ity distributions. The computations are simplest 
when the Bayesian network is tree-structured and 
contains only discrete variables. In the next sec-
tion, we show how to do inference with such a net-
work; we then sketch the extensions necessary for 
general network structures. Our approach is based 
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Figure 1: A tree of variables. The partitioning of 
the evidence is shown for X;,. Parent (Xp), child 
(X, ), and sibling (X,) variables are also shown. 

on that of (10], and more detail can be found in 
(13] . Other inference algorithms can be found in, 
e.g. (9, 7, 5]. 

There is a distinction between variables with 
known values (observation variables) and variables 
whose values are unknown (hidden variables) . 

2.2.1 Tree Structured Networks 

The observed variable values, or evidence, are par-
titioned into three sets for each variable Xi. These 
sets are: ef, e; , and et . ef is the observed value 
for X, (if known; otherwise ef = 0) . e; is the 
set of known values for the variables which occur 
in subtrees rooted in X,, and et is the remain-
der (see Figure 1). We denote the values of X;, 
that are consistent with ef by CON(ef) . In the 
case at hand, where X.; is a single variable, this 
means that when X;, is hidden, CON(ef) contains 
all its possible values, and when X, is observed, 
CON(ef) contains only its observed value. In sec-
tion 2.2.2, we will consider the more general case 
of composite variables whose values range over the 
Cartesian product of a set of constituent variables. 
In this case, CON(ef) refers to the set of cross-
product values that are consistent with all known 
constituent values. 

Note that the union of the evidence includes all 
the observations, and the probability of all the ev-
idence and variable X;, taking value j is: 

P( et, e; , ef, X, = j) = 
P(e't, X;,= j)P(ei, efiX;, = j , et')= 

P(e't, X,= j)P(ei, efiXi = j). 

In the case that X;, = j contradicts ef, the second 
factor is zero. 

This leads to a natural factorization, and in the 
inference procedure the following two key quanti-
ties will be calculated for each variable X,: 
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Algorithm Inference() 
for each variable X, in postorder 

if X, is a leaf 
A;= 1, j E CON(e?); 
A~ = 0, otherwise. 

else 
A'· = 
TicEch.ildren(X,) Lt Aj * P(Xc = fiXi = j), 
j E CON(e?); 
A~ = 0, otherwise. 

for each variable X, in preorder 
if X, is the root 

71'; = P(X, = j) 
else 

let Xp be the parent of X, 
11'; = LveCON(e~) P(Xi = iiXp = v) * 71'~ * 
I1sesibling•(X,) Lt Aj * P(X, = fiXp = v) 

Figure 2: Inference in a tree. 

• A~= P(e:; ,e?IX• = j) 

• 71'; = P(et,x, =j). 

It follows from these definitions that for every vari-
able X,, 

• P(Observations) = Lj A;* 71'; . 
. . Aj•-rr; 

• P(Xi = JIObservatlons) = E >.• .• ,..~ . 
; , 1 

Figure 2 presents an algorithm for computing 
these values. Finding the likeliest assignment of 
values can be done by replacing the sums by max-
imizations, analogous to Viterbi decoding with an 
HMM. 

2.2.2 General Graphs 

Inference in non-tree-structured graphs such as 
that in Figure 5 is done by using a change-of-
variables to convert the graph into an equivalent 
tree-structured one. Each new variable represents 
a subset of the old variables, and ranges over the 
Cartesian-product of its constituents. The new 
network will work if the following requirements are 
met [13] : 

1. Each original variable must be found along 
with its parents in at least one of the new 
variables. Each original variable is "assigned" 
to one such new variable. 

2. The new variables must be connected in a 
tree-structure such that if an original variable 
is found in two of the new variables , it is also 
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Figure 3: A non chain-structured Bayesian net-
work (top), and a representation with composite 
variables (below) . The new composite variables 
are connected in a chain structure, and condi-
tional probabilities can be assigned so that the 
two Bayesian networks represent the same prob-
ability distribution (see text). The dashed lines 
show the composite variables to which the origi-
nal variables are assigned. The members of each 
composite variable are indicated by the labeled in-
terior circles. 

present in every new variable along the path 
connecting the two . 

Figure 3 shows an example of a non-tree struc-
tured network and a new network representation 
that satisfies these two conditions. 

Conditional probabilities in the new represen-
tation are defined as follows. Suppose Yi is the 
parent of Yj in the new tree. Let V be the set of 
original variables assigned to Yj. The conditional 
probability P(Yj = mi'Yi = n) (with m and n be-
ing cross-product values) is defined as: 

• 0, if Yj = m and 'Yi = n imply inconsistent 
values for a shared original variable. 

• I1vev P(VjParents(V)), with the values for 
V and Parents(V) implied by m, if V I 0 . 
(In this case, n is not used.) 

• 1, otherwise. 

If Yj is the root, there is no conditioning on 'Yi, and 
only the last two items are relevant. The evidence 
sets are defined to reflect what is known about 
the new variables ' possible values, based on the 
observed values of their constituents. 

It can be shown (13) that there is a one-to-
one mapping between variable assignments that 
have non-zero probability in these two represen-
tations. The probability of the observations can 
be computed as in section 2.2.1, using Ys in 
place of Xs . Further, let 'Yi be the new vari-
able to which Xi is assigned. Let V/ be the set 
of Y 's cross-product values corresponding to un-
derlying variable assignments that include X.; = j . 
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Then P(Xi = j\Observations) = 'L:wEV' P(Yi = 
J 

w\Observations) . Hence inferences about the 
original variables can be computed in terms of the 
composite variables. 

In an efficient implementation, the running time 
of the inference procedures is proportional to the 
total number of cross-product values in the result-
ing tree; often, this is a relatively small number, 
but in the worst case it is exponential in the num-
ber of variables in the original network. 

With DENs, a trivial method of constructing 
trees that satisfy the above requirements is to pro-
ceed as follows: create a variable Yi,i+l that rep-
resents all the original variables in the two time 
frames i and i + 1. Also create a variable Yi that 
represents the original variables from just frame 
i. Then connect the new variables in a simple 
chain: Y1 ,2, Y2, Y2,3, Y3, . .. , YN-l,N · This proce-
dure is guaranteed to work for graphs with the 
first-order Markov property (such as Figure 5), 
but in general it creates many more cross-product 
values than are necessary. Procedures for produc-
ing more efficient trees can be found in [9, 7, 13]. 

2.2.3 EM 

The sufficient statistics required for EM can be 
computed from the marginal posterior probabili-
ties computed for the new variables. Let Nijk be 
the number of times that variable xi has value k 
and its parents are found in the jth possible config-
uration. In EM, 8ijk, the probability that X;. = k 
given that its parents have instantiation j , is esti-
mated as {';; . [6, 4] . Hence, all that is neces-

~~ ~,,. 

sary is to estimate Nijk· Let Yi be the new vari-
able to which X;. is assigned. Let V}~c be the set 
of Yi 's cross-product values corresponding to un-
derlying variable assignments that include X.; = j 
and Parents(Xi) = k. Nijk can be found by sum-
ming over the appropriate values: 

Nijk = 2: P(Yi = w\Observations) 
wEVjlo 

Estimating Nijk from a collection of examples re-
quires summing the individual estimates for each 
example. 

2.3 Isolated Word ASR Networks 
We begin the discussion of DBN word models by 
relating DENs to HMMs. Figure 4 shows an HMM 
word model , and a schematic DEN representation. 
There are several things to note. First, the DEN 
is explicit about time: there is a separate set of 
variables for each frame. Secondly, the two dia-
grams must be read in very different ways: the 

Figure 4: An HMM model of the word "hi" 
(top), and a conceptual DBN representation (bot-
tom) for a four-frame utterance. Nodes represent 
states in the HMM , and variables in the DBN. 
Shaded nodes represent initial and final states in 
the HMM, and observed (acoustic) variables in the 
DBN. Arcs represent transitions in the HMM, and 
conditioning relationships in the DBN. The values 
assigned to the DBN state variables correspond to 
one particular path through the HMM: two time 
steps in /HHI, and two in I AY/. This DBN model 
is inadequate because it will assign nonzero prob-
ability to assignments that do not correspond to 
paths in the HMM, and cannot represent param-
eter tying (see text). 

HMM diagram represents a stochastic finite state 
automaton, whereas the DBN diagram represents 
conditional independence relations between vari-
ables. In the HMM, the nodes represent states 
and the arcs transitions; in the DEN, the nodes 
represent variables, and the arcs represent condi-
tioning. 

The basic idea behind the DBN representation 
is to create a one-to-one correspondence between 
assignments of values to the hidden variables, and 
paths through the HMM. The two representa-
tions should assign equal probabilities to analo-
gous paths/assignments. Unfortunately, the rudi-
mentary DBN of Figure 4 will associate nonzero 
probability with variable assignments that do not 
correspond to valid paths through the HMM (for 
example, when all the state variables are simply 
assigned the value IHHI). 

The DBN of Figure 4 also does not accurately 
represent parameter tying. To see this , consider a 
left-to-right word model of the word "digit" : ID 
IH JH IH T I. The occurrence of the IIHI- / JHI 
transition requires that P(Qt = jJH/ I Qt-1 = 
IIHI) ::/= 0, whereas the occurrence of the /IH/-
/T / transition requires P( Qt = / J HI I Qt-1 = 
/IH/) = 0. (Otherwise, the second IIH/ could be 
followed by another I JH/ rather than IT/. There-
fore, the two occurrences of /IH/ must be treated 
as different states, precluding parameter tying. 

Figure 5 shows a DBN that solves the various 

Summer 1998 Australian Journal of Intelligent Information Processing Systems 



257 

End-of-Word Observation 

Position 

Transition 

Phone 

Context 
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Figure 5: An improved DBN representation of an HMM, and an illustrative assignment of values to 
the variables. This DBN will associate a probability of 0 with hidden variable assignments that do 
not correspond to paths through the HMM. It also directly represents parameter tying, so for example, 
positions 2 and 4 will have identical behavior with respect to transition and emission probabilities 
because they both correspond to /IHf. The context variables are not needed to emulate an HMM, but 
improve performance. In this picture, they are are assigned values representative of voicing. The last 
/IH/ is unvoiced due to feature spreading. 

problems associated with the simpler representa-
tion. The position variables represent the state in 
an HMM word model at each time frame. The 
word model is assumed to be a simple left-to-right 
model so position i is always followed by i + 1. (In 
general, arbitrary finite-state word models can be 
represented [13] .) The phone variables represent 
the corresponding phone labels, and the transition 
variables explicitly represent when there are tran-
sitions between phones. 

Figure 5 shows a representative assignment of 
values for the word "digit." Thus position 1 maps 
into /D /, position 2 into /IH/, and so forth . The 
probability of a transition is conditioned on the 
phone, thus encoding a distribution over phone 
durations. Depending on the value of the preced-
ing transition variable, the position variable in a 
frame either retains its previous value or increases 
by 1. The "end-of-word" variable is assigned the 
arbitrary value of 1, and the conditional proba-
bilities are defined as P(EOW = !!Position =/= 
5 or Transition =/= 1) = 0. This ensures that all 
assignments end with a transition out of the last 
emitting state in the word. The explicit represen-
tation of phone labels and transitions allows for 
parameter tying. The context variables are not 
required to emulate an HMM, but improve perfor-
mance. With the context variable as shown, the 
network is similar to factorial HMMs [3]. 

With this representation, it is possible to as-
sign the conditional probabilities so that there is 
a one-to-one correspondence between assignments 
of values to the DBN variables, and paths through 
an HMM [13]. The transition and emission prob-
abilities are encoded in the conditional probabili-
ties associated with the transition and observation 
variables. All the other conditional probabilities 

are either 0 or 1, and reflect deterministic rela-
tionships between the variables. 

With the basic machinery required to emulate 
an HMM established, a variety of more interesting 
network structures can be tested. In particular, 
variables can be introduced to represent acous-
tic context, articulator positions, noise sources, 
speech rate, and other factors (13). 

3 Experimental Results 
This section presents results for the PhoneBook 
database, which is a large collection of telephone-
quality isolated-word utterances chosen to exhibit 
coarticulatory effects [11]. The data was pro-
cessed in 25ms frames overlapped by 2/3, to gen-
erate MFCCs and their deltas. Following cepstral 
mean subtraction, the MFCCs and deltas were 
vector quantized separately into two eight-bit data 
streams. Co and delta-Go were each quantized to 
four bits and concatenated to form a third eight-
bit data stream. 

Training, tuning and test sets are as in [2]. 
There were 19,421 training utterances, 7, 291 tun-
ing utterances, and 6, 598 test utterances. There 
was no overlap between the training and testing 
vocabularies or speakers. The database has a vo-
cabulary of about 8, 000 words, divided into sub-
sets of about 75 words each; the test task consisted 
of selecting among the word models in a single sub-
set. Our word models were based on the context-
independent phone transcriptions provided with 
the database. 

Previous work [14] established that the use of a 
single binary context variable (as in Figure 5) can 
significantly improve performance, and Table 1 in-
dicates that the use of multivalued context vari-
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States Number of Ctxt Total Word 
per Context Var. System Error 
Phone Variables Arity Params Rate 
3 0 (HMM) - 96k 5.4% 
3 1 2 191k 4.1% 
3 1 3 287k 4.0% 
3 1 4 383k 3.8% 
3 2 2 383k 3.6% 
4 0 (HMM) - 127k 4.8% 
4 1 2 254k 3.6% 
4 1 3 381k 3.5% 
4 1 4 508k 3.2% 
4 2 2 508k 3.2% 

Table 1: Results for networks with one and two 
context variables per frame; u ~ 0.25%. 

I Network I Parameters I Error Rate 
CDA-HMM 257k 3.2% 
CDA-Chain-BN 515k 2.6% 
CDA-HMM 510k 3.1% 

Table 2: Test results with a context-dependent al~ 
phabet (CDA) . The first two CDA results used 336 
phones; the last CDA result used less frequently 
occurring phones and had a size of 666. The CDA-
Chain-BN has the topology of Figure 5, with a 
binary context variable. u ~ 0.20%. 

abies and multiple context chains (two per frame) 
further improves performance. Using two binary 
context chains was as good or better than using a 
single 4-valued context chain. The factored repre-
sentation is preferable because it has only 2 inde-
pendent context-transition parameters as opposed 
to 15. 

It is not surprising that the ability to model 
context improved recognition performance. How-
ever, the use of a context variable differs signifi-
cantly from the use of context-dependent phones: 
context-dependent phones encode a-priori knowl-
edge about expected acoustics, based on the sur-
rounding phone labels, and are insensitive to 
the acoustics of individual utterances. A con-
text variable as in Figure 5 captures informa-
tion about the surrounding acoustics as observed 
on an utterance-by-utterance basis. For exam-
ple, consider simple left-to-right word models 
with context-dependent phones. The sequence of 
phones will be the same for all utterances. In con-
trast, a context variable can switch unpredictably 
between values. 

Table 2 shows results using a context-dependent 
phonetic alphabet based on diphones (see [14]). 
Doubling the number of parameters by using a 
context-dependent alphabet produced a greater 

0.5 

0 
-30 

40 0 

Figure 6: Association between the learned context 
variable and acoustic features for the network of 
Figure 5. Assuming that each mel-frequency fil-
ter bank contributes equally, Go ranges between 
its maximum value and about 50 decibels below 
maximum. 

improvement than using a context variable with 
context-independent phones. However, the use of 
both kinds of context did the best (2.6% word er-
ror rate). The combination was better than a sys-
tem with about the same number of parameters 
that simply used twice as many context-dependent 
phones, reducing the error rate by 16% relative to 
this system. 

To interpret our results, we examined the cor-
relations between the context variable and various 
acoustic features. The value of the context vari-
able was most strongly related to Go and delta-
Go; the relationship is illustrated in Figure 6 for 
a single binary context variable and 4-state phone 
models. The context variable tends to have a value 
of 0 when delta-Go is near 0, or slightly negative. 
The pattern is the same for 3-state phone mod-
els, and with the context-dependent alphabet, but 
different for other network topologies. 

3.1 Clustering Results 
To illustrate the ease with which Bayesian net-
works can be used to perform different tasks, we 
configured the network of Figure 5 to do unsuper-
vised utterance clustering. This is done by con-
straining the auxiliary variables to "copy" the pre-
vious value, which can be done with appropriate 
conditional probabilities: P(Gt = 0/1 I Gt-1 = 
0/ 1) = 1. 0. In testing, the likeliest value of the 
context variable, determined by a Viterbi decod-
ing, identifies the cluster value. A clustering net-
work with 4-state phone models produced a word-
error-rate of 4.5%, and the resulting clusters show 
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Figure 7: The frequency with which utterances 
from a. single speaker were assigned to the same 
cluster. For example, about 15 speakers has their 
utterances clustered together with 85% consis-
tency. On average, there are 68 utterances per 
speaker. The dashed line shows what would be 
expected at random. 

interesting patterns with respect to both speaker 
and word characteristics. 

The degree to which such clustering occurs can 
be measured by looking at the degree to which ut-
terances with a particular characteristic are clas-
sified together in a single cluster. Figures 7 and 
8 show that both speaker and word clustering are 
observed. Since there are more cross-validation ut-
terances than test utterances, the histograms are 
based on that subset {no tuning was involved). 

Figure 7 shows the consistency with which ut-
terances from a single speaker were classified to-
gether, and what would be expected at random. 
Clearly, utterances from individual speakers are 
being grouped together with high frequency. It is 
to be expected that gender would be highly corre-
lated with speaker-clustering, and in fact 75% of 
the female utterances were placed in cluster 0, and 
82% of the male utterances in cluster 1. 

Figure 8 shows the same information for par-
ticular words. The fact that the occurrences of 
a. single word tend to be clustered together indi-
cates that word characteristics, as well as speaker 
characteristics, are being modeled by the auxiliary 
variable. 

To determine the word-characteristics associ-
ated with the two clusters, we examined the words 
that were very consistently assigned to a particu-
lar cluster. These are shown in Figure 3. The "fe-
male" cluster is characterized by words beginning 
in liquid consonants (e .g. laundromat, livelihood), 
while the "male" cluster is characterized by words 
ending in liquid consonants (e.g. pathological, un-
ethical) . 
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Figure 8: The frequency with which utterances of 
a. single word were assigned to the same cluster, 
and what would be expected at random. On av-
erage, there are 12 occurrences of each word. 

4 Conclusion 
Ba.yesian networks are a well-principled and flexi-
ble way of representing and reasoning with prob-
ability distributions. This paper applies Bayesian 
networks to isolated word ASR, and presents ex-
perimental results that show that the use of an 
auxiliary context variable can improve recognition 
performance. Learned utterance clusters reflect 
both word and speaker dependent factors. We are 
currently extending the methodology to continu-
ous speech recognition and more complicated net-
work structures. 
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